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Time-Stretching  with a Time Dependent Stretch Factor

Rev. 22.10.02

Abstract

These notes describe how we implement time-stretching with a time dependent stretch factor using phase vocoder techniques. We have extended the classical time-stretching with a constant stretch factor to include a time dependent stretch factor. The stretch factor can be infinite, in which case the sound is "frozen" in time. Furthermore, the stretch factor can be negative which means that the input is played backwards. In other words, a sound is produced by sweeping forwards and/or backwards over the original sound with varying speed but keeping the pitches unchanged.

Motivation

Time-stretching with a constant scale factor is a classical technique for changing the duration of a sound without changing the spectral composition ( e.g. the pitch ) [Dolson]. The attack of a sound is important for the identification of the source sound ( e.g. the instrument that produced the sound ), therefore it is often desirable to scale only the steady state part of the sound and leave the attack ( and possibly the decay ) unchanged. However, for the same reason composers often want to modify the sound beyond recognition by modifying the attack and not the steady state part.

Functionality
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The stretch factor is specified as a function of time by means of a graph that maps positions in the out-sound ( the sound produced ) to positions in the in-sound ( the original sound ). Fig. 1 shows an example. 

Fig. 1

A graph which implies a stretching of the steady-state of an instrumental sound leaving the attack and the decay unchanged. It also illustrates how a point t(out) in the out-sound is mapped to the corresponding point t(in) in the in-sound by following the arrows.

t(out) is mapped to t(in) which means that around t(out) seconds from the start of the out-sound the spectral contents is the same as t(in) seconds from the start of the in-sound. The slope of the graph at t(out) reflects the stretch factor at t(out). The stretch factor is inverse proportional to the slope. The smaller the slope the larger the stretch factor. If the slope is less than one  the in-sound is stretched. If it is larger the in-sound is compressed. If the slope is zero ( a horizontal graph ) the in-sound is frozen around t(in). "Frozen" means that the spectral contents of in-sound around t(in) is maintained in the out-sound as long as alpha is zero. The graph does not have to be monotonically increasing. Consider the implications of the graph in fig. 2

Fig. 2

A graph which produces an out-sound by sweeping forwards and backwards over an in-sound.

From 0 to t(1,out) the out-sound is a copy of the in-sound from 0 to t(1,in) ( = t(1,out) ) since the slope is one between 0 and t(1,out). Then it gradually slows down since the slope is decreasing after t(1,out) which means that the stretch factor is increasing. At t(2,out) the sound freezes. From t(2,out) to t(3,out) the out-sound contains a backward sweep going from t(2,in) to t(3,in) in the in-sound. It freezes again at t(3,out). The length of the out-sound is t(4,out) seconds. See [pVoc] for an example including a similar graph, and hear the in-sound and the resulting out-sound. The graph is represented by a table of corresponding points in the out-sound and the in-sound. Linear interpolation is used between table-points.

Implementation.

A sequence of equally spaced windows is positioned over the out-sound. The overlap and the width of the windows are two of the many parameter values to be supplied to the phase vocoder. The choice of parameter values will influence the out-sound, but not as much as a careful adjustment of the graph. A sequence of windows over the in-sound is produced by mapping the windows on the out-sound to the in-sound using the graph. See fig. 3.

Fig. 3

Overlapping windows are evenly spaced over the out-sound and then mapped to form a set of unenvenly spaced windows over the in-sound. The arrows indicate the mapping. 

The windows on the in-sound are not equally spaced. Stretching implies that they are more closely spaced, compression that they are more widely spaced. Freezing implies, that a sub-sequence of windows on the out-sound are mapped to the same position on the in-sound. Once the windows on the in-sound and the out-sound are positioned, standard phase vocoder techniques are used. This implementation builds on the techniques in [Dolson] and it is available as a set of MATLAB-functions from [pVoc]. A more mathematical oriented description of the implementation can be found in [Sound Manipulation].

Further applications

It is possible to make a phase vocoder operate in teal-time on a modern PC, i.e. to produce 2 * 44.1K samples pr. second [Orsval].This means that the table which defines the graph ( fig. 1 ) can be substituted by some user interface. This allows the sweep to be the real-time response to a user's gesture or similar. Furthermorer, the in-sound does not have to be a pre-recorded sound-file. The sweep can take place while the in-sound is accumulating. Consequently this technique can be applied to sound input in real time, e.g. from a microphone.
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