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GPGPU 
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Jesper Mosegaard

Based primarily on SIGGRAPH 2004 GPGPU COURSE and Visualization 2004 Course

What is GPGPU

� General Purpose Computation on GPUs
� The GPU is a graphics-specific processor
� Usefull for general computation

� The GPU for General Purpose 
Computation

� Parallel processor
� 32-bit float support
� Flexible programming

Plan
� GPGPU Computational Resources

� Motivation 
� Resources
� Invoking computation
� The Memory model

� Mapping Computational Concepts to GPU’s

Motivation

Motivation

� Graphics
� Highly parallel (pixels and vertices)

� Logic instead of cache in CPU
� Big market (Games)

� GPU are 
� Inexpensive
� powerfull

GPU Resources
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GPU Resources = 3D hardware 
accelerated features

� Vertex Programs
� Fragment Programs
� Textures / Frame buffers
� Rasterization / Interpolation
� Stencilbuffer / Depthbuffer
� Vertex attributes

� Position, texture coordinats, color etc.
� Other extensions.

� More about that when we talk specific techniques…

OpenGL pipeline

Vertices and  fragments

Vertices

Fragmenter

Vertex programs
� Fully programmable (SIMD / MIMD)
� Processes 4-vectors (RGBA / XYZW)
� Capable of scatter but not gather

� Can change the location of current vertex
� Cannot read info from other vertices
� Can only read a small constant memory

� Allocating a processor 
� Render a vertex (a number of them running in parallel, batch 

processing)
� Latest GPUs (NV40): Vertex Texture Fetch

� Random access memory for vertices
� Arguably still not gather

Fragment programs
� Fully programmable (SIMD /MIMD)
� Processes 4-vectors (RGBA / XYZW)
� Random access memory read (textures)
� Capable of gather but not scatter

�
RAM read (texture), but no RAM write

�
Output address fixed to a specific pixel

� Allocating a processor
�

Render a fragment (a number of them running in parallel, batch processing)
� Typically more useful than vertex processor

�
More fragment pipelines than vertex pipelines

�
Gather

�
Direct output (fragment processor is at end of pipeline)

� Latest GPU (NV40) true branching
�

MIMD – overhead/speedup depends on coherence of data

Hardware limits
� ATI Radeon 9800

�
Max. native instructions 96

�
Max. native texture indirections 4

�
Max. native texture instructions 32

� Nvidia Geforce 5200
�

Max. native instructions 1024
�

Max. native texture indirections 1024
�

Max. native texture instructions 1024
See http://www.delphi3d.net/hardware/listreports.php
Use OpenGL Extension Viewer:  http://www.realtech-vr.com/glview/
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Invoking computation

1. Setting up the render state
2. Input from CPU to vertex programs
3. Parallel computation on vertex level
4. Vertex output, interpolation, fragment 

input.
5. Parallel computation on fragment level
6. Output to a render target.

1. Invoking computation: setup

� Model View Projection matrix
� Which vertex coordinates result in which 

fragment coordinates being written to.
� Depth / Stencil test

� Exclude calculation of fragments

1. Invoking computation: 
pixel:texel::1:1

gl Mat r i xMode( GL_PROJECTI ON) ;
gl LoadI dent i t y( ) ;
gl Or t ho( 0. 0,  t exWi dt h,  0. 0,  t exHei ght ,  1,  10) ;

gl Mat r i xMode( GL_MODELVI EW) ;
gl LoadI dent i t y( ) ;

gl Vi ewpor t ( 0,  0,  t exWi dt h,  t exHei ght ) ;

1. Invoking computation: 
stencil test

voi d gl Enabl e ( GL_STENCI L_TEST)

voi d gl Di sabl e ( GL_STENCI L_TEST)

voi d gl St enc i l Func (  enum f unc,  i nt r ef ,  ui nt mask )

voi d gl St enc i l Op (  enum sf ai l ,  enum dpf ai l ,  enum dppass )

1. Invoking computation: 
depth test

voi d gl Enabl e ( GL_DEPTH_TEST)

voi d gl Di sabl e ( GL_DEPTH_TEST)

voi d gl Dept hFunc ( GLenum f unc )

2. Invoking computation: vertex 
input
� Render geometry

� Vertex position
� Vertex attributes

� Set uniform 
parameters
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3. Invoking computation: vertex 
programs

� Do computation based on variable and 
uniform vertex attributes ( and texture 
lookups in SM 3.0 )

� Output results of computation

4. Invoking computation: vertex 
output, interpolation, fragment input

�
Interpolation 

�

5. Invoking computation: fragment 
programs

� Do computation based on variable and 
uniform fragment attributes and texture 
lookups.

� Output results of computation

5. Invoking computation: output 
from fragment program

� Output a “color” to the bound frame buffer
� 8 bit, 16 bit, 32 bit 

The memory model

� Setting up a shared memory model
� Memory addressing

The GPU memory model

� Registers
� read/write – cleared before pass

� Read only global memory
� Texture lookup, uniform parameters

� Write to global memory (!=read global mem)
� At the end of pass, at a predefined position

� No disk access, no stack
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Memory model Shared memory on the GPU
� Problem

� How do fragment communicate ?
� How can calculation depend on previous calculations 

?

� Solution
� Allocating a piece of graphics memory (PBuffer) for 

render target AND texture.
� Writing to and reading from the PBuffer.
� Fastest available RTT at the moment.

PBuffer PBuffer Material

http://www.ati.com/developer/ATIpbuffer.pdf
http://developer.nvidia.com/object/gdc_oglrtt.html

http://oss.sgi.com/projects/ogl-sample/registry/ARB/wgl_pbuffer.txt

http://oss.sgi.com/projects/ogl-sample/registry/ARB/wgl_render_texture.txt

http://www.gpgpu.org/developer/

http://www.opengl.org/resources/features/GL_EXT_render_target.txt

http://www.opengl.org/discussion_boards/cgi_directory/ultimatebb.cgi?ubb=get_topic;f=3;t=011406

PBuffer

� WGL_ARB_pbuffer
� Pixel buffers are additional non-visible rendering 

buffers for an OpenGL renderer
� WGL_ARB_render_texture

� Allows a color buffer to be used for both rendering 
and texturing

� A way to implement render-to-texture
� ( WGL = on windows only )

Creating the PBuffer

� Query device and renderer contexts
� wglGetCurrentDC() wglGetCurrentContext()

� Choose pixel format supporting bind to 
texture

� wglChoosePixelFormatARB()
� Create the PBuffer

� wglCreatePbufferARB()



6

Rendering to the Pbuffer

� Switch rendering context, frame buffer 
writes.

� wglMakeContextCurentARB()

Binding PBuffer as texture

� Create Texture Object
� glGenTextures()

� Bind Texture Object
� glBindTexture ()

� Bind PBuffer to currently bound texture object
� wglBindTexImageARB()

� Release PBuffer
� wglReleaseTexImageARB()

PBuffer problems
� Pbuffers Give us Render-To-Texture

� Designed to create an environment map or two
� Never intended to be used for GPGPU (100s of pbuffers)

� Problem
� Each pbuffer has its own OpenGL render context
� Each pbuffer may have depth and/or stencil buffer
� Changing OpenGL contexts is slow

� Solution
� Many optimizations to avoid this bottleneck…
� Allocate several surfaces

Alternatives
� glCopyTexSubImage2D

� Copy of current frame-buffer to a texture
� Slow…

� Uberbuffer / superbuffer
� Proposed new memory model for GPUs
� Specification not approved / will not be approved

� It tried to solve too many things at once (render-to-texture, render-to-vertex 
array, buffer swaps, generic memory objects).

� driver support is alpha version (ATI only)
� EXT_render_target 

� Proposed extension for cross-platform RTT
� Lightweight, simple extension
� Specification not approved
� No implementations exist

Floating point textures, material

http://oss.sgi.com/projects/ogl-sample/registry/ATI/texture_float.txt
http://www.nvidia.com/dev_content/nvopenglspecs/GL_NV_float_buffer.txt

Floating point textures

� Vendor Specific Extensions
� ATI_texture_float (Also supported by NV40)
� NV_float_buffer

� Support for filtering may be limited / 
implemented in software
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Key Differences

� ATI_texture_float
� Available in Fixed Function and Programs

� NV_float_buffer
� Rectangle Textures
� Available ONLY in Programs

Floating point texture formats
� FP32

� s23e8  (largest counting number: 16,777,217)
� FP16

� s10e5 (largest : 2,049)

� Remember, the ATI Radeon 9800 can ONLY work with 24 bit 
internally

� s16e7 (largest : 131,073)

mantissaexponents

sign * 1.mantissa * 2(exponent+bias)

Using PBuffers for your projects
� PBuffers have been wrapped up nicely in the RenderTexture library 

– see RenderTexture.h

� Construct new RenderTexture
� r t = new Render Text ur e( ) ;

� Setup format
� r t - >Reset ( " r gba=32f  t ex2D r t t " ) ;

� Bind for rendering
� r t - >Begi nCapt ur e( ) ;

� Bind to the current active texture
� gl Act i veText ur eARB( GL_TEXTURE0_ARB) ;  
� r t - >Bi ndBuf f er ( WGL_FRONT_LEFT_ARB) ;

PBuffer support library
� RenderTextureMisc

� createFloatBuffer
� Creating 32bit PBuffers, initializing view and texture 

filtering
� uploadFloats

� Initialising a PBuffer
� showTexture

� Show a PBuffer as a texture in the current render 
target – useful for debugging

Memory addressing
� CPU defined vertex attributes

� Define few vertices
� Vertex based calculations 
� Interpolated by rasterizer

� Exploit this if possible
� Fragment based calculations

� Creates dependent texture lookups (problem on radeon 9800)

Texture lookup

� Tip:
� Move as much independent math after a 

texture fetch to hide the latency
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Warning

� Floating-point can leave unaddressable
texels

� Nvidia FP32 (16,777,217)
� Nvidia FP16 (2,049)

� Ati 24-bit float: (131,073)

The tradeoff of parameters

� Draw quad with four texture coordinats
� Fast drawing, interpolation not flexible

� Draw pixel sized points with individual
texture coordinats

� Very slow draw, very flexible

Rendering to vertex arrays

� Write rendering to vertex arrays
� Allows loop back to beginning of pipeline

Render-to-vertex-array: 1

� GL_EXT_pixel_buffer_object
� Copy framebuffer to vertex buffer boejct
http://developer.nvidia.com/object/nvidia_opengl_specs.html

� Good
� Only GPU/AGP memory bandwidth
� Works with current drivers (NVIDIA)

� Bad
� No direct render-to-vertex-array (slower than true RTVA)

Render-to-vertex-array: 2

� Superbuffers
� Write to ”memory object” as render target
� Read from ”memory object” as vertex array
� Good

� Direct RTVA (fast)
� Supported by ATI

� Bad
� Can render results always be interpreted as vertex data?
� Large, complex, unaproved extension,…

http://www.ati.com/developer/SIGGRAPH03/Percy_OpenGL_Extensions_SIG03.pdf

testRenderTexture.cpp

� Use as a starting point for your projects.

� RenderTexture: bind og capture
� Glew
� Load of cg or arbfp1



9

testRenderTexture.cpp

Display()
{

rt->BeginCapture()

glutSolidTorus(0.25, 1, 32, 64);

rt->EndCapture();

glActiveTexture(GL_TEXTURE0_ARB);

rt->Bind();

glBegin(GL_QUADS);

glTexCoord2f(0,       0); glVertex2f(-1, -1);

glTexCoord2f(maxS,    0); glVertex2f( 1, -1);

glTexCoord2f(maxS, maxT); glVertex2f( 1,  1);

glTexCoord2f(0,    maxT); glVertex2f(-1,  1);

glEnd();

}

Additions for last time

� If the cgGetError() is a compile error we
can get the compiler log with
cgGetLastListing()

� glstate.* should work with cg beta1.3_2

Mapping Computational Concepts 
to GPU’s

� Streams and Kernels
� Grid computation

� Data structures
� pointers
� 1d and 3d arrays

� Scatter and Reduction
� Branching

Streams and Kernels

Data Streams & Kernels

� Streams
� Collection of records requiring similar 

computation
� Vertex positions, Voxels, FEM cells, etc.

� Provide data parallelism
� Kernels

� Functions applied to each element in stream
� No dependencies between stream elements

Courtesy of Ian Buck

Example: Simulation Grid

� Common GPGPU computation style
� Textures represent computational grids = streams

� Many computations map to grids
� Matrix algebra
� Image & Volume processing
� Physical simulation
� Global Illumination

� ray tracing, photon mapping, 
radiosity

� Non-grid streams can be 
mapped to grids
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Stream Computation

� Grid Simulation algorithm
� Made up of steps
� Each step updates entire grid
� Must complete before next step can begin

� Grid is a stream, steps are kernels
� Kernel applied to each stream element

Scatter vs. Gather

� Grid communication
� Grid cells share information

CPU-GPU Analogies

� CPU programming is familiar
� GPU programming is graphics-centric

� Analogies can aid understanding

CPU-GPU Analogies

CPU GPU

Stream / Data Array =        Texture
Memory Read          =    Texture Sample

CPU-GPU Analogies

Kernel / loop body / algorithm step   =   Fragment Program

CPU GPU

Feedback

� Each algorithm step depends on 
the results of previous steps

� Each time step depends on the 
results of the previous time step
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CPU-GPU Analogies

.

.
.

Gr i d[ i ] [ j ] = x;
.
.
.

Array Write =     Render to Texture

CPU GPU

GPU Simulation Overview

� Analogies lead to implementation
� Algorithm steps are fragment 

programs
� Computational kernels

� Current state variables stored in 
textures

� Feedback via render to texture


